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1. Introduction
Digitalization is steadily advancing, thereby transforming the financial industry. While in-
creased digitalization enhances productivity and efficiency (Bontadini et al. 2024), it also in-
tensifies reliance on operational systems and third-party providers. This growing dependence
creates new vulnerabilities and transmission channels for cyber risk, as common technologies
and shared third-party providers may expose multiple institutions to the same operational shock
(Aldasoro et al. 2022; Amromin et al. 2025; BoE and FCA 2022; Chang et al. 2025; FSB 2019).
As a result, cyber incidents can impair not only individual institutions but also the financial
system as a whole.

Cyber incidents may pose a major systemic threat to financial stability (see Aldasoro et al.
2022; Berger et al. 2022; Chang et al. 2025; Duffie and Younger 2019; Eisenbach, Kovner, and
Lee 2022; Lagarde 2021). The systemic risk arises because cyber incidents can operationally
affect the provision of financial services critical for financial stability and then be amplified
through operational or financial contagion channels, including payment disruptions and liquidity
spillovers.

Recent events highlight the systemic relevance of cyber risk. In July 2024, a faulty software
update by CrowdStrike, a major cybersecurity provider, caused widespread outages across in-
dustries, disrupting digital banking and government services worldwide and resulting in losses
exceeding US$10 billion (Lian 2024). Malware attacks such as WannaCry and NotPetya in 2017
triggered cascading operational failures, including central banks and financial market infrastruc-
tures (ESRB 2020). Moreover, advances in frontier AI may alter the cyber threat environment
by reducing the cost of vulnerability discovery and enabling automated attack generation (BoE,
FCA, and HMT 2026, Adrian, Gaidosch, and Ravikumar 2026). This development reinforces
the need for forward-looking stress-test frameworks that can accommodate changing cyber-risk
scenarios.

Regulatory efforts to mitigate systemic cyber risk have primarily focused on (i) coordination
once a systemic cyber crisis has materialized – for example through the EU Systemic Cyber
Incident Coordination Framework (EU-SCICF) (ESRB 2022b) – and (ii) on microprudential
resilience requirements at the level of individual institutions, such as those introduced under
the Digital Operational Resilience Act (DORA) (EU 2022). By contrast, a macroprudential
framework for pre-crisis cyber risk management, aimed at enhancing systemic resilience ex ante
through preventive measures that limit the likelihood and severity of systemic disruptions, has
yet to be established. This paper contributes to the ongoing discussion on such a framework.

A central challenge in pre-crisis macroprudential policy is to consider resilience objectives and
mitigation instruments jointly. With regard to the regulation of systemic cyber risk, these two
aspects have so far been discussed largely separately. Regulators have discussed introducing
systemic impact tolerance objectives (SITOs), which can be interpreted as threshold-based
resilience objectives defining acceptable disruption levels for key economic functions (BoE and
FCA 2018; ESRB 2023). They have also proposed a range of potential risk mitigants, such as
diversifying service providers or introducing backup solutions (ESRB 2024).

The interaction between resilience objectives such as SITOs and specific risk mitigants across
different cyber risk scenarios remains insufficiently understood. In particular, it remains unclear
how alternative resilience objectives map into required regulatory interventions, how sensitive
these interventions are to the underlying cyber-risk scenario, and whether commonly discussed
mitigants are efficient once network propagation is explicitly taken into account. We address
this gap by developing a stress-test-based decision-making framework and operationalizing it
in a simulation-based application using the outsourcing network of German retail funds. The
simulations consider alternative cyber threat scenarios and allow us to evaluate how different
resilience objectives and operational mitigants shape the need for regulatory intervention.

This paper makes three main contributions. First, to the best of our knowledge, we provide
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the first structured macroprudential decision-making framework that uses systemic cyber stress
tests not only to assess financial-system resilience, but also to determine the scope and type of
regulatory risk mitigants required to restore resilience under explicit regulatory objectives. This
moves the analysis of systemic cyber risk from vulnerability identification towards pre-crisis reg-
ulatory decision-making. The framework maps cyber threat scenarios into stress-test outcomes
and evaluates these outcomes against macroprudential resilience objectives. If the objective is
violated, the same stress-testing environment is used to compare regulatory interventions and
to identify the degree of mitigation required to restore systemic resilience. This links three
elements that have largely been treated separately in existing work: systemic cyber scenarios,
resilience objectives, and operational mitigants.

Second, we show that the effectiveness of regulatory interventions depends critically on the
choice of resilience objective. Required regulatory intervention may differ substantially when
the objective is altered. Threshold-based criteria offer operational clarity but may fail to capture
tail risks and near-threshold dynamics that remain systemically relevant. By contrast, moment-
based criteria use more information from the stress-test outcome distribution and can therefore
provide smoother and less threshold-sensitive guidance for regulatory interventions. This finding
parallels a broader lesson from financial risk regulation. Fixed-threshold measures such as
Value-at-Risk (VaR) provide operational clarity, but they may be insensitive to the shape of
the loss distribution beyond the threshold and can generate discontinuous regulatory signals.
Specifically, under Basel II and Solvency II, risk assessment has traditionally been based on
VaR, a fixed-quantile threshold that has been widely criticized for its lack of sensitivity to tail
risk and its potential to generate unstable or misleading assessments. In response, Basel III
has replaced VaR with Expected Shortfall (BCBS 2013), and similar considerations have been
discussed in the context of Solvency II (Weber 2018). Our results suggest that an analogous
issue arises in systemic cyber risk regulation: threshold-based cyber resilience objectives are easy
to communicate and implement, but they may provide incomplete guidance when stress-test
outcomes exhibit tail risk, clustering near the threshold, or scenario-dependent amplification.

Third, we show that the effectiveness of regulatory interventions is sensitive to the network
topology and the underlying risk scenario. For instance, third-party provider diversification, a
standard remedy for concentration risk, need not curb network-mediated operational contagion.
Targeting structurally critical connections among firms is more effective at limiting cyber in-
cident propagation. Moreover, unintended consequences can arise: interventions that improve
resilience in one cyber incident scenario may increase vulnerabilities under another. In par-
ticular, backup solutions designed to reduce the impact of service provider outages can create
additional operational linkages, thereby facilitating the propagation of malware. These findings
underscore the need to design systemic cyber risk mitigants that explicitly account for network
effects.

These conclusions are drawn from applying the proposed decision-making framework to
a network capturing operational dependencies between financial institutions and third-party
providers. The network is constructed from outsourcing data on German retail funds. We
consider two case studies that reflect key sources of systemic cyber risk. The first models
self-propagating cyber attacks, such as malware spreading through operational linkages. This
scenario is motivated by evidence that cyber incidents can propagate beyond the initially af-
fected firm and may be amplified through firm networks (Crosignani, Macchiavelli, and Silva
2023). The second case study focuses on third-party failures that can simultaneously disrupt
multiple financial institutions if critical services are concentrated on a small number of shared
third-party providers (Asensio, Bouveret, and Harris 2022; Eisenbach, Kovner, and Lee 2022;
Kotidis and Schreft 2025). This scenario is further motivated by recent evidence that shared
third-party providers can act as systemic cyber fault lines, with severe provider-centered inci-
dents generating losses far above those from routine cyber events (Chang et al. 2025).

Systemic resilience is assessed through stress tests that simulate the propagation of cyber
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incidents under these risk scenarios. The outcomes of these stress tests are evaluated using
resilience objectives that determine whether the system is considered sufficiently resilient or
requires regulatory intervention. If intervention is required, alternative mitigants are evaluated
within the same stress-testing environment. This allows us to compare their relative effectiveness
and to assess how intervention requirements vary with the resilience objective, the cyber-risk
scenario, and the structure of the operational network.

Literature review Our paper relates to several strands of literature. First, it builds on the fi-
nance literature that measures cybersecurity risk and studies its relevance for firms and financial
markets. Florackis et al. 2023 show that cybersecurity exposure is priced in the cross-section
of stock returns. Kamiya et al. 2021, Jiang et al. 2024 and Baker and Ratnadiwakara 2025
document that stronger firm-level cybersecurity is associated with fewer cyber incidents and
that incidents predict lower subsequent operating and stock performance.

Second, the paper contributes to the literature on systemic cyber risk and financial stability.
Kopp, Kaffenberger, and Wilson 2017 and Kashyap and Wetherilt 2019 discuss cyber risk as
a source of market failure and financial stability concern. Duffie and Younger 2019 analyze
cyber-run scenarios in which cyber attacks may trigger rapid wholesale funding withdrawals
and impair payment activity. Eisenbach, Kovner, and Lee 2022 study cyber disruptions in the
U.S. wholesale payment system, and Eisenbach, Kovner, and Lee 2025 show that the potential
systemic impact of cyber attacks is larger under stressed financial conditions. Anand, Duley,
and Gai 2026 provide a theoretical foundation for the regulatory relevance of cyber risk by
showing that banks’ privately chosen cybersecurity level can differ from the social optimum
when cyber incidents impose system-wide externalities.

Third, our analysis is related to work on cyber propagation through operational networks and
third-party providers. Crosignani, Macchiavelli, and Silva 2023 document that cyber disruptions
can spread through firm networks, while Kotidis and Schreft 2025 show that cyber attacks on
third-party providers can propagate through the financial system. Amromin et al. 2025; Chang
et al. 2025 further highlights that third-party providers may constitute systemic cyber fault
lines when common providers serve many financial institutions simultaneously .

Finally, the paper contributes to the emerging literature on macroprudential cyber resilience
stress testing. Khiaonarong, Korpinen, and Islam 2025 show how simulation-based exercises can
translate cyber-attack scenarios into payment-network disruptions and liquidity-risk metrics.
Existing work emphasizes the need to define systemic cyber scenarios, identify propagation
channels, and assess system-wide vulnerabilities.

We complement this literature by linking cyber stress-test outcomes to explicit resilience
objectives and to the regulatory interventions required to achieve them.

Outline of the paper Section 2 reviews existing approaches to systemic cyber risk regulation
and introduces the proposed regulatory decision-making framework. Section 3 defines a cyber
map based on the outsourcing structure of German retail funds, which serves as the foundation
for the subsequent case studies. Section 4 presents the case studies and corresponding stress
tests for the different threat scenarios. Section 5 concludes.

2. A decision-making framework for systemic cyber risk
Macroprudential regulation for systemic cyber risk requires a structured approach to evaluating
network resilience and selecting appropriate risk mitigants. While recent policy discussions
have introduced several analytical components for this purpose, these are generally treated in
isolation and have not yet been integrated into a coherent framework for regulatory decision-
making.
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The first part of this section reviews the main regulatory building blocks currently discussed
in the policy debate while the second part formalizes the associated decision problem based on
the previous discussion.

2.1. Regulatory building blocks to assess and mitigate systemic cyber risk
Four essential components of systemic cyber risk analysis have been identified: (i) cyber maps
representing operational interdependencies, (ii) systemic cyber stress testing, (iii) resilience
objectives, and (iv) operational risk mitigants (see ESRB 2020, 2022a, 2023, 2024; Ros 2020).

Cyber map: the financial system’s operational supply chain A cyber map G represents
the operational supply chain of the financial system as a network. Financial institutions (FIs)
and their third-party providers (TPPs) are modeled as nodes, while operational dependencies
between them are represented as edges (see Figure 1, ESRB 2022a, Section 2.2.3, BIS 2023;
Brauchle et al. 2020). The resulting network comprises operational dependencies within the
financial sector, dependencies among third party providers, and relationships linking the two
sectors. In this way, the cyber map captures the interconnected structure through which oper-
ational disruptions may propagate across organizational boundaries.

The network representation provides a natural framework for identifying transmission chan-
nels, concentration risks, and structurally important nodes whose failure may amplify systemic
cyber incidents. More generally, it highlights that operational resilience is determined not only
by the resilience of individual institutions but also by the topology of the underlying network.

Mapping the financial system to a cyber map with a sufficient degree of accuracy is a major
challenge. Our application focuses on a specific but policy-relevant layer of the financial sys-
tem: outsourcing relationships between German retail funds and third-party providers. While
the resulting cyber map does not represent the entire German financial system, it provides a
real-world setting in which the proposed macroprudential decision-making framework can be
operationalized; see Section 3.

Figure 1: Stylized cyber map. Source: Deutsche Bundesbank 2018.

Systemic cyber stress test The objective of a macroprudential cyber stress test is to assess
the resilience of the financial system, represented by a cyber map G, against a systemic cyber
incident scenario. Such scenarios should be severe but plausible in order to test tail-risk events
(see BoE 2023; ESRB 2020; Vermeulen et al. 2025).

Existing cyber-related stress tests (e.g., BoE 2023; Danske Bank 2024; ECB 2024b) typically
adopt a microprudential perspective by evaluating the resilience and recovery capacity of indi-
vidual institutions, often through supervisory questionnaires. While systemic aspects may be
partially considered, for example through questions on interdependencies, such approaches do
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not capture the dynamic transmission of shocks across network structures and therefore provide
limited insight into system-wide contagion mechanisms.

To address these limitations, a conceptual macroprudential stress-testing framework has been
proposed in ESRB 2020; Ros 2020. It structures a systemic cyber crisis into four stages: the
scenario context, the initial shock, the amplification of the incident through the network, and
the resulting systemic event.

Unlike traditional macroprudential stress tests (e.g., ECB 2024a), which focus primarily on
financial exposures and balance-sheet interlinkages, our approach explicitly incorporates opera-
tional outages and digital dependencies as sources of systemic risk. It is therefore closely related
to recent simulation-based approaches to cyber stress testing, such as Khiaonarong, Korpinen,
and Islam 2025.

However, stress test outcomes alone do not indicate acceptability from a regulatory perspec-
tive. In order to translate the results of the stress tests into a regulatory assessment, stress tests
require a clearly defined resilience target as a reference value. Without such a benchmark, its
results cannot be systematically linked to regulatory measures.

Network resilience objective A resilience objective determines whether the outcome of a sys-
temic cyber stress test is acceptable or whether regulatory intervention is warranted (ESRB
2022a). Current regulatory discussions typically propose assessing systemic resilience against
impact tolerance thresholds for key economic functions, see ESRB 2020, Ros 2020, ESRB 2023,
and BoE 2022. An impact tolerance delineates the maximum level or duration of disruption
that can be sustained without impairing financial stability. Crossing this threshold marks the
tipping point beyond which the system can no longer absorb the shock without jeopardizing the
provision of critical economic functions (ESRB 2020, 2023; Ros 2020). Nevertheless, a system’s
shock-absorbing capacity may already deteriorate rapidly within a range just below the toler-
ance threshold. To mitigate this fragility, Ros 2020 proposes additional requirement thresholds
at the onset of this critical zone.

However, we note that the current regulatory discussion predominantly relies on such threshold-
based concepts to define systemic resilience. Alternative approaches have so far received little
attention in the regulatory debate.

Systemic cyber risk mitigants Beyond assessing resilience, regulators may design and im-
plement appropriate risk mitigants. Traditional financial tools such as capital or liquidity
requirements are largely ineffective in preventing or containing cyber incidents, as their ef-
fects materialize only at later stages of a crisis and may be constrained by disruptions to the
digital infrastructure (ESRB 2023). This highlights the central role of operational mitigants
(ESRB 2024), whose implementation should be evaluated in a cost-benefit framework (ESRB
2020; ESRB 2024). These mitigants modify the network structure with the aim of restoring
acceptability.

Operational mitigants can be divided into two broad groups. The first group aims to stop
cyber incidents from spreading through connected networks, thereby limiting contagion. One
example is the de-tiering of the UK’s CHAPS payment system to reduce concentration risk
(Ros 2020). The second group of mitigants aims to ensure the continuity of critical functions
during a cyber incident. Examples include the Finland’s backup solution for retail payments
and Norway’s fallback system for its national payment card scheme (ESRB 2024).

We transfer the principles of Zero Trust Architectures from the management of individual
digital networks, see Rose et al. 2020, to the level of systemic cyber risk. Treating all depen-
dencies as potentially vulnerable, resilience is achieved through robust network architectures
rather than the presumed security of individual entities or connections.

The effectiveness of such mitigants may critically depend on the structure of the underlying
network, making the identification of key nodes and connections essential (Ros 2020). Therefore,
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we focus on operational mitigants that directly change the structure of the cyber map. Network
centrality measures provide analytical tools for this purpose (Newman 2018).

2.2. A decision-making framework for systemic cyber risk
We integrate the discussed building blocks into a coherent decision-making framework for sys-
temic cyber risk management. To this end, we adapt the decision-making framework for network
resilience introduced in Voß and Svindland 2025 to the context of systemic cyber risk. The re-
sulting framework combines three elements: a resilience objective defining acceptable network
configurations, a set of admissible risk mitigants, and a selection principle for choosing among
alternative mitigation strategies.

The resilience objective defines the boundary between acceptable and unacceptable states of
the system. We formalize this boundary through an acceptance set A, which contains all network
configurations deemed sufficiently resilient. The specification of A is the central modeling choice
in the framework, as it determines how stress-test outcomes are translated into regulatory
assessments. If a network configuration G does not belong to A, the regulator chooses from a
set of admissible operational risk mitigants I.

Often, multiple mitigation strategies achieve acceptability. Such strategies may differ sub-
stantially in their degree of regulatory intrusiveness or implementation burden. To compare
them, we introduce a cost or intrusiveness function C that ranks feasible mitigation strategies.
In the case studies presented in this paper, we do not model costs explicitly but instead use the
number of mitigants as a proxy for regulatory burden. In practice, regulators often prefer the
least intrusive strategy that restores acceptability, in line with the principle of proportionality.

Figure 2 illustrates the resulting decision-making framework. A given cyber map G is either
acceptable (G ∈ A) or unacceptable (G /∈ A). To assess whether G is acceptable, a systemic
cyber stress test is performed. The resulting outcomes are evaluated against the resilience
objective. If the resilience objective is satisfied, the cyber map is deemed acceptable. Otherwise,
risk mitigants from I are applied to improve network resilience. This procedure is repeated until
the resulting network configuration belongs to the acceptance set A. The choice among feasible
mitigation strategies is guided by the cost function C.

2.2.1. Acceptance sets based on cyber stress testing

The acceptance sets considered in this study can be represented as

A = { G | Q(G) ≤ ℓ }. (1)

Q(G) denotes a risk criterion for network G, quantifying the systemic cyber risk associated
with network G under the considered stress scenario. The parameter ℓ denotes the regulator’s
tolerance bound, i.e., the maximum acceptable value of the risk criterion Q. Together, the
pair (Q, ℓ) specifies a resilience objective by requiring that Q(G) ≤ ℓ, while the corresponding
acceptance set A consists of all network configurations satisfying this objective.

In principle, the tolerance bound ℓ could be calibrated by balancing the welfare gains from
greater resilience against the costs of regulatory intervention. Since neither component can be
reliably quantified with the available data, we treat ℓ as an exogenous regulatory choice and fix
its value in the following analysis.

This tolerance bound ℓ should not be confused with an impact tolerance level, which specifies
a threshold in the outcome space, such as the maximum tolerated share of affected financial
institutions (as discussed in Section 2.1). Impact tolerance levels characterize stress-test out-
comes, whereas the tolerance bound ℓ constrains the risk criterion Q.

Conceptually, this construction aligns with acceptance sets in the theory of monetary risk
measures in financial regulation. In that setting, a financial position is considered acceptable
if its risk, measured for example by Value-at-Risk or Expected Shortfall, does not exceed a
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Figure 2: Regulatory decision-making for pre-crisis cyber resilience.

prescribed bound (typically 0). Similarly, the criterion Q(G) quantifies the systemic cyber risk
of a network on the basis of stress-test outcomes. The acceptance set A then collects all network
configurations G for which the measured risk Q(G) satisfies the regulator’s tolerance bound.

Note that network acceptability could in principle be defined without relying on a stress test,
using purely structural characteristics of the network G, e.g., degree-based network metrics
(see Voß and Svindland 2025). However, a stress-testing perspective allows us to account for
dynamic shock propagation, nonlinear contagion effects, and recovery constraints.

In the following, we present concrete examples of stress-test-based acceptance sets considered
in our case studies.

Acceptance sets with a single impact tolerance The first type of acceptance set corre-
sponds to regulatory decision-making based on a single systemic impact tolerance threshold.
Let S(G, α) denote the systemic event that the predefined impact tolerance level α ∈ [0, 1] is
exceeded in the stress test applied to network G. For example, α may represent the maximum
tolerated share of affected financial institutions (see Case Study 1 in Section 4.1). Furthermore,
define

pα(G) := P[S(G, α)] ,

the probability that the impact tolerance level α is exceeded under the stress test.
The acceptance set is defined as

A(α;λ) = { G | pα(G) ≤ λ }, (2)

8



where λ ∈ [0, 1] specifies the maximum tolerated probability of breaching the impact tolerance
level α. Economically, α determines the disruption level at which a stress-test outcome is
classified as a systemic event, while λ captures the regulator’s tolerance for the likelihood of
such a disruption. In terms of (1), we have Q(G) = pα(G) and ℓ = λ.

Acceptance sets with multiple impact tolerances Regulatory discussions suggest comple-
menting a single impact tolerance with additional thresholds that differentiate between degrees
of systemic severity; see ESRB 2023; Ros 2020. To formalize this idea, consider impact tol-
erances 0 ≤ α1 ≤ α2 ≤ · · · ≤ αn ≤ 1 and associated weights 0 ≤ w1 ≤ · · · ≤ wn = 1. For
i = 1, . . . , n, define

pi(G) := pαi(G) = P[S(G, αi)] .

The corresponding acceptance set is

A(w,α;λ) =
{

G
∣∣∣ wnpn(G) +

n−1∑
i=1

wi
(
pi(G) − pi+1(G)

)
≤ λ

}
. (3)

Here, w = (w1, . . . , wn) and α = (α1, . . . , αn). The impact tolerances αi represent increasingly
severe disruption levels, while the weights wi encode the regulator’s relative aversion to out-
comes within the corresponding disruption ranges, assigning greater importance to more severe
disruptions.

Conceptually, this formulation can be interpreted as a robustification of the single-threshold
objective. In contrast to (2), which focuses exclusively on the probability of crossing a single im-
pact tolerance, the multi-threshold objective incorporates information from the entire sequence
of exceedance probabilities across multiple impact tolerance levels. If w1 = · · · = wn, then (3)
reduces to the single-threshold case in (2) with α = α1.

Moment-based acceptance sets The previous examples of acceptance sets are based on po-
tentially multiple explicit impact tolerance levels. Alternatively, systemic cyber risk can be
measured by means of moment-based criteria that avoid specifying impact tolerance levels in
the definition of risk criterion Q. For instance, let IG denote the number of affected financial
institutions in the stress test outcome for network G. Consider the acceptance set

Aκ =
{

G
∣∣∣ E[IG] +

(
E

[(
IG − E[IG]

)2
+

])1/2
≤ κ

}
, (4)

where x+ := max{x, 0} denotes the non-negative part of x. Here Q(G) is given as the expected
number of affected financial institutions plus the semi-deviation penalizing adverse deviations
above the mean. We denote the regulator’s tolerance bound by κ.

Note the resemblance to Markowitz’s theory of portfolio choice, which is based on an eval-
uation of expected return against return variance. Unlike the threshold-based acceptance sets
(2) and (3), Q(G) in (4) is grounded in the full distribution of stress test outcomes rather than
in the probability of crossing one or several predefined impact tolerance levels. It therefore
avoids discontinuities associated with individual thresholds, while still penalizing adverse tail
realizations through the semi-deviation term.

3. Data: Outsourcing network of German retail funds
The cyber map assessed in our case studies (Figure 3) is constructed from outsourcing relation-
ships of German retail funds. The dataset is provided by the Transferlab “Cybermapping with
AI”, a cooperation between the Deutsche Bundesbank and the German Research Center for Ar-
tificial Intelligence (DFKI). In Germany, retail funds are required to disclose their outsourcing
activities in the fund prospectus (Kapitalanlagegesetzbuch, KAGB Section 165).
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Outsourcing statements of 917 German retail funds were extracted from their prospectus by
means of partially self-trained named-entity and relation extraction models; for more details on
the extraction process see Foroutan, Schröder, and Dengel 2024; Schröder et al. 2024.

Figure 3: The cyber map as an (undirected) network. TPPs are colored in red and FIs in blue.

Table 1 describes the basic network structure. The network is essentially shaped by its largest
connected component, which comprises 92% of all nodes. We recall that (in an undirected
network) a connected component is a set of nodes V such that any two nodes in V are linked
by a path, and no node in V is connected to nodes outside V.

This main component exhibits a distinct community structure due to the presence of hubs, i.e.,
nodes with a particularly high number of connections (edges) to others. These hubs correspond
to TPP nodes that serve as service providers to a large number of FIs. Around each hub, a
community of FIs forms, as illustrated in Figure 3.

Note that our dataset only collects operational connections between FIs and TPPs. Informa-
tion on the operational connections that exist solely among FIs or among TPPs does not exist.
Hence, in the cyber map (Figure 3), FIs are not directly connected to each other; they are only
connected through shared TPPs. As a result, communities are loosely connected via a small
number of bridging edges originating from FIs that outsource to multiple hubs. The TPPs, and
thus the hubs themselves, are not connected to each other, either.

4. Case studies
In the following, we conduct two case studies based on distinct systemic cyber stress test sce-
narios. The first case study is a self-propagating cyber incident which models the spread of in-
fectious malicious software inspired by observed cyberattacks such as WannaCry and NotPetya.
In this setting, network connections are interpreted as generic digital transmission channels
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Table 1: Basic statistics of the cyber map. Reported are: N (number of nodes), NFI
(number of financial institutions), m (number of edges), E[K] (average degree), FI
max. (maximum number of services requested by an FI), TPP max. (maximum number
of FI connections per TPP), and LCC size (fraction of nodes in the largest connected
component).

N NFI m E[K] FI max. TPP max. LCC size

1,177 917 4,033 6.85 24 367 0.92

through which cyber incidents may propagate. The second case study focuses on outages of
TPPs and adopts a stricter operational interpretation of the network structure. Here, the cyber
map is treated as a directed outsourcing network, and the analysis centers on how TPP outages
disrupt financial stability.

In both case studies, we evaluate the acceptance sets (2), (3), and (4) introduced in Sec-
tion 2.2.1. Our goal is to compare their regulatory implications and to assess the effectiveness
of different risk mitigants.

As regards the cost function C, the available data do not provide a reliable basis for cost
quantification. We therefore do not model costs explicitly. Nevertheless, the number and
severity of mitigants are taken into account when interpreting the results.

Finally, the stress-test parameters are chosen such that the initial cyber map does not satisfy
the considered acceptance sets. This ensures that the framework generates non-trivial mitigation
requirements.

Calibration strategy for resilience objective comparison To compare the regulatory impli-
cations of different resilience objectives, we calibrate their parameters in a common baseline
scenario. The purpose of this calibration is not to identify socially optimal regulatory parame-
ters, but to establish a common benchmark across acceptance sets. By choosing the parameters
such that all acceptance sets imply the same intervention requirements in the baseline sce-
nario, we can isolate how the resulting regulatory assessments change across stress scenarios
and cyber-risk mechanisms.

Specifically, in the moderate stress scenario of the first case study (Section 4.1.1), we choose
the parameters such that all acceptance sets require the same number of mitigants to restore
acceptability. Keeping these parameters fixed, we then vary the stress scenarios—and, in the
second case study, also the underlying type of cyber threat—to examine how the regulatory
implications of the different acceptance sets diverge under changing conditions.

This procedure follows a rationale similar to the calibration of alternative risk measures in
financial regulation. For example, in the transition from Value-at-Risk to Expected Shortfall
under Basel III, the parameters were calibrated such that Expected Shortfall would “provide a
broadly similar level of risk capture as the existing [...] VaR threshold” (BCBS 2013, Section
1.4, i)). In our setting, the moderate contagion scenario serves as the baseline scenario for this
calibration exercise.

4.1. Stress test: self-propagating cyber incident
The first case study examines cyberattack scenarios such as WannaCry and NotPetya, where
malware spreads through digital connections while impairing entities’ IT infrastructure by ex-
ploiting software vulnerabilities. The cyber map introduced in Section 3 is constructed from
outsourcing relationships between FIs and TPPs. As these data capture operational dependen-
cies rather than technical network architectures, the resulting network should not be interpreted
as a direct representation of cyber connectivity. Instead, outsourcing relationships are viewed as
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stylized channels through which cyber incidents and other operational disruptions may propa-
gate throughout the financial system. The objective of this case study is therefore not to recon-
struct the precise transmission of malware in the German financial system, but to examine how
alternative resilience objectives and mitigation strategies interact under a network-based con-
tagion mechanism. Accordingly, we model outsourcing relationships as undirected transmission
channels, reflecting the possibility that disruptions may spread through shared infrastructure,
data exchanges, and service dependencies in either direction.

Malware propagation in such networks resembles the spread of contagious diseases. Epidemic
models are therefore widely used to describe the spread of cyber incidents (see Awiszus et al.
2023; Chernikova et al. 2023; Pastor-Satorras et al. 2015).

Among these models, the classic SIR (Susceptible–Infected–Recovered) framework is partic-
ularly suitable for cyber attacks that exploit software vulnerabilities. Once such vulnerabilities
are identified, patches or other security measures can typically be deployed, making reinfections
unlikely (see Chernikova et al. 2023). In the SIR model, each node is either susceptible, infected,
or recovered and cannot be infected again. Transitions between states are governed by the
infection rate τ and recovery rate γ, illustrated in Figure 4.

I S I I
τ

I R
γ

Figure 4: Infection and recovery for the SIR model: A susceptible node is infected by its conta-
gious neighbor with rate τ . Independent from the state of its neighbors, an infected
node recovers at rate γ.

In Sections 4.1.1 and 4.1.2 we consider two parameter sets (τ, γ) with multiple randomly
selected initial infections, akin to the WannaCry incident. More precisely, the initial shock is
modeled by first drawing an integer between one and ten uniformly at random to determine
the number of initially infected nodes, and then selecting the corresponding nodes uniformly at
random as the starting points of the contagion. The first parameter set represents a moderate
contagion strength and serves as the baseline scenario used for the calibration of the accep-
tance sets. The second corresponds to a more severe scenario. As a robustness check, we also
study a scenario with a single, rapidly spreading initial shock resembling targeted attacks in
Section 4.1.2. A real-world analogue is the NotPetya incident, where a compromised software
provider enabled rapid propagation across much of the Ukrainian financial sector.

Details on how the resilience objectives in (2), (3), and (4) are computed from the stress-test
simulations are provided in Appendix A.

The available risk mitigants are assumed to be either edge hardening measures or TPP splits;
see Figure 5. Appendix B.1 provides further details on their implementation.

1. Edge hardening: Edge hardening refers to securing selected central edges of the network,
thereby removing them as effective contagion channels. In our simulations these edges are
deleted from the network. In practice, such measures include installing firewalls, closing
open ports, restricting access, or monitoring data flows using specialized detection systems.

2. TPP split: TPP splits correspond to a (forced) diversification of the outsourcing market.
Tasks previously performed by a single large TPP are divided and assigned to two separate
new nodes providing the same service as the original node. The newly created TPPs do
not share any clients among the financial institutions. Due to the intrusiveness of such
measures, their cost would likely be substantially higher than that of edge hardenings; for
the reasons already mentioned, we do not attempt to quantify those explicitly.
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Figure 5: Illustration of the two risk mitigants in the contagion scenario. The middle panel
depicts an edge hardening, where an outsourcing relationship is secured and no longer
acts as an effective contagion channel. The right panel depicts a TPP split, where a
service provider is split into two independent providers serving disjoint subsets of FIs.

4.1.1. Results: moderate cyber stress scenario – the calibration baseline for acceptance
sets

As previously noted, this scenario serves as the baseline case used to calibrate the three accep-
tance sets (2), (3), and (4) such that the required number of risk mitigants to restore accept-
ability of the network is the same. In this moderate stress scenario the infection parameters are
set to τ = 0.2 and γ = 2. This choice is discussed in Appendix B.2.

Calibration and comparison of acceptance sets Let λ = 0.01 denote the upper bound on the
risk criterion in the acceptance sets (2) and (3). For the multi-threshold acceptance set (3), we
consider thresholds

αi = 14 + i

100 , i = 1, . . . , 21, (5)

corresponding to impact tolerance levels ranging from 15% to 35% of affected FIs in steps of
one percentage point. This range captures increasing levels of disruption to the provision of
financial services. The associated weights are defined by the linearly increasing scheme

wi = αi − α1
αn − α1

, i = 1, . . . , 21, (6)

so that more severe disruptions receive larger weights.
Given this choice of parameters (3), we find that the impact tolerance level in (2) needs

to be α = 0.22 to obtain the same number of required mitigants. Indeed, with this choice
of parameters, both acceptance sets require 300 edge hardenings or 12 TPP splits to restore
acceptability of the network. For the acceptance set (4), this number of required mitigants is
matched when choosing κ = 85, see Figure 6.

Figure 6 shows the risk criteria associated with the three acceptance sets as a function of
the number of applied risk mitigants. Note that the absolute values of the risk criteria are not
comparable—Aκ is defined in terms of empirical moments rather than probabilities. Only the
behavior when approaching the tolerance bound provides insights into different characteristics
of the risk criteria. The threshold-based acceptance sets A(α;λ) and A(α,w;λ) perform remarkably
similarly. For small numbers of applied mitigants, however, the risk criteria, in particular the
one associated with (2), exhibit more of a stepwise decline. By contrast, the moment-based
criterion produces a smoother and more gradual response.

Network effects of the baseline interventions Table 2 reports key network statistics for
the initial cyber map and for the altered networks, aligned with the risk criterion, obtained
after performing 300 edge hardenings or 12 TPP splits, respectively. Edge hardening primarily
affects the connectivity structure of the network. In particular, the size of the largest connected
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Figure 6: Risk criteria associated with the acceptance sets A(α;λ) (blue), A(α,w;λ) (orange), and
Aκ (green) as a function of the number of applied risk mitigants. Edge hardenings
are shown on the left and TPP splits on the right. The threshold-based criteria are
displayed on the left axis and the moment-based criterion on the right axis. Ac-
ceptability is achieved when the risk criterion falls below the corresponding tolerance
bound, namely λ = 0.01 for the threshold-based acceptance sets and κ = 85 for the
moment-based acceptance set (horizontal dashed line).

component decreases drastically from 0.92 to 0.26, fragmenting the network into several smaller
components. Moreover, the size of the largest TPP is reduced by approximately 19%. In
contrast, TPP splitting leaves the size of the largest component unchanged but substantially
reduces the number of connected entities to the largest TPP, from 367 to 110 connected financial
institutions.

Table 2: Basic statistics of the cyber map before and after protective interventions.
Reported are: E[K] (average number of edges per node: average degree), FI max.
(maximum number of services requested by an FI), TPP max. (maximum number of
FI connections per TPP), and LCC size (fraction of nodes in the largest connected
component).
Scenario Number E[K] FI max. TPP max. LCC size

Initial state 0 6.85 24 367 0.92
Edge hardenings 300 6.34 23 298 0.26
TPP splits 12 6.78 24 110 0.92

Figure 7 displays the distribution of relative outbreak sizes, i.e. the percentage of infected FIs,
for the initial network and for the networks secured by edge hardenings and TPP splits. The
interventions affect the distribution of outbreak sizes in different ways. After edge hardening, the
secondary peak in the initial distribution around 12–13% of infected financial institutions largely
disappears, with probability mass shifting towards the main peak around 5%. This reflects the
fragmentation of the network into smaller connected components, limiting the propagation of
infection cascades.

In contrast, TPP splitting leaves the overall shape of the distribution considerably closer to
that of the initial network. While the centralization of the outsourcing structure is reduced, the
network remains largely connected, allowing medium-sized outbreaks to persist. Accordingly,
the secondary peak around 12–13% of infected FIs remains visible, although with reduced mag-
nitude, and the redistribution of probability mass towards smaller outbreak sizes is substantially
more gradual than under edge hardening.
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Figure 7: Distribution of outbreak sizes under the moderate contagion scenario for the initial
network (black), after 300 edge hardenings (blue), after 12 TPP splits (orange), and
under the policy mixture combining 12 TPP splits with 30 additional edge hardenings
(green). Relative outbreak size denotes the percentage of affected financial institu-
tions.

Policy mixture The previous results suggest that edge hardening and TPP splits affect the
network through complementary mechanisms. Edge hardening fragments the connectivity struc-
ture and limits the size of infection cascades, whereas TPP splitting reduces the concentration
of outsourcing relationships. A natural strategy is therefore to combine both types of interven-
tions. Indeed, applying 12 TPP splits together with an additional 30 edge hardenings produces
a substantial shift in the outbreak distribution towards smaller outbreak sizes (Figure 7), while
simultaneously reducing the centralization of the outsourcing structure (Table 3).

Table 3: Basic statistics of the cyber map after 12 TPP splits and 30 edge hardenings.
Reported are: E[K] (average number of edges per node: average degree), FI max.
(maximum number of services requested by an FI), TPP max. (maximum number of
FI connections per TPP), and LCC size (fraction of nodes in the largest connected
component).

E[K] FI max. TPP max. LCC size

6.74 23 110 0.37

4.1.2. Results: severe stress scenario

Having calibrated the acceptance sets in the moderate stress scenario (see section 4.1.1), we now
examine their behavior under severe stress scenarios. The parameters of the acceptance sets are
kept fixed, so that changes in mitigation requirements reflect the altered threat environment
rather than recalibrated regulatory preferences. This allows us to assess how intervention needs
scale with stress and whether resilience objectives that were aligned in the baseline scenario
continue to provide comparable regulatory guidance. We consider two stress variants: a higher
infection-rate scenario with multiple initial infections and a rapid-contagion scenario originating
from a single randomly selected node. In this way, this section tests the robustness and scenario-
sensitivity of the calibrated resilience objectives.

Higher infection rate and multiple initial infections We now increase the infection rate to
τ = 1 while keeping the recovery rate fixed at γ = 2. Importantly, the parameters of the
acceptance sets remain fixed at the values calibrated in the moderate scenario. We consider
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regulation under A(α;λ) with α = 0.22, under A(α,w;λ), where α and w are specified in (5) and
(6), and under Aκ with κ = 85.

Figure 8 shows that after 300 edge hardenings or 12 TPP splits, the network remains far
from acceptable under any of the three acceptance sets (see the inset plots). Consequently, the
severe scenario requires substantially more mitigants to restore acceptability. Under the single-
threshold acceptance set A(α;λ), approximately 1,540 edge hardenings or 890 TPP splits are
required, while the multi-threshold acceptance set A(α,w;λ) requires about 1,570 edge hardenings
or 900 TPP splits. Thus, even under substantially stronger contagion dynamics, the regulatory
stringency implied by the two threshold-based acceptance sets remains remarkably similar.

By contrast, regulation under the moment-based acceptance set Aκ requires approximately
1,670 edge hardenings. This corresponds to about 8% more edge hardenings than under A(α;λ)
and about 6% more than under A(α,w;λ). Likewise, the required number of TPP splits increases
to approximately 960. Put differently, the regulatory stringency implied by Aκ in this scenario
is comparable to reducing the impact tolerance level in (2) from 22% to approximately 18.5%.
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Figure 8: Risk criteria associated with the acceptance sets A(α;λ) (blue), A(α,w;λ) (orange), and
Aκ (green) as a function of the number of applied risk mitigants. Edge hardenings
are shown on the left and TPP splits on the right. The threshold-based criteria are
displayed on the left axis and the moment-based criterion on the right axis. Ac-
ceptability is achieved when the risk criterion falls below the corresponding tolerance
bound, namely λ = 0.01 for A(α;λ) and A(α,w;λ), and κ = 85 for Aκ (horizontal dashed
line). The inset plots show the full range of interventions.

In view of the intrusive nature of TPP splits, they appear considerably less attractive as
a regulatory mitigant in this scenario than edge hardenings. Indeed, requiring 890, 900, or
even 960 TPP splits would correspond to an almost complete reorganization of the outsourcing
network and would therefore likely exceed any plausible implementation constraint. Moreover,
the risk-criterion curves associated with TPP splits exhibit noticeably stronger local fluctuations
than those associated with edge hardenings, particularly in the range of roughly 400–800 splits
where the marginal reduction in systemic risk is largest. This effect is most pronounced under
A(α;λ), reflecting the greater sensitivity of single-threshold criteria to localized changes in the
outbreak-size distribution.

Rapid contagion and single initial infection In contrast to the previous sections, we now
assume that the starting point of the infection is a single infected node. This node is randomly
selected, and contagion propagates from there throughout the system. This setup allows us to
assess the potential systemic impact of a localized shock originating at an arbitrary position in
the network and reflects real-world incidents such as the NotPetya attack, where the compromise
of a single entity served as the entry point for a rapidly spreading and highly disruptive cyber
event.
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The recovery rate γ = 2 from the previous sections is kept, while the infection rate is increased
to τ = 2. This parameter choice represents a highly aggressive contagion regime in which
infection and recovery occur at comparable rates. In such a setting, contagion can spread
rapidly through realistically connected network topologies before recovery processes are able to
stabilize the system. Similar dynamics have been observed in computer networks with τ/γ ≈ 1,
as documented, for example, in the analysis of WannaCry infection traces reported in Chernikova
et al. 2023.

The parameters of the acceptance sets remain fixed at the values calibrated in the moderate
baseline scenario, namely α = 0.22, α and w as specified in (5) and (6), and κ = 85.

Regulation under A(α;λ) requires 820 edge hardenings to restore acceptability, compared with
990 under A(α,w;λ) and 1,040 under Aκ (see Figure 9). While A(α;λ) and A(α,w;λ) yielded very
similar intervention requirements in the severe scenario considered in Section 4.1.2, the present
scenario reveals more pronounced differences between the two acceptance sets.

One purpose of this scenario is to further illustrate the sensitivity of regulatory outcomes
to the interaction between the chosen resilience objective and the topology of the network.
Because the stress test is initiated by a single infected node, contagion can spread only within
the connected component containing this node. Consequently, infection events affecting more
than a fraction α of all financial institutions become impossible once the largest connected
component contains fewer than α of all FI nodes.

This effect is clearly visible for the acceptance set A(α;λ) with α = 0.22. After 820 edge
hardenings, the largest connected component contains fewer than 22% of all FI nodes. As a
result, systemic events S(G, α) can no longer occur, causing the corresponding risk criterion to
drop abruptly to zero. An even more pronounced example of this phenomenon is obtained for
α = 0.5; see Appendix B.3.

More generally, the risk criterion associated with A(α;λ) exhibits pronounced local fluctua-
tions, an effect that was largely absent in the previous scenarios. By contrast, the acceptance
sets A(α,w;λ) and Aκ produce considerably smoother risk-criterion trajectories, reflecting their
lower sensitivity to individual topological thresholds.
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Figure 9: Risk criteria associated with the acceptance sets A(α;λ) (blue), A(α,w;λ) (orange), and
Aκ (green) as a function of the number of applied edge hardenings. The parameters
are α = 0.22, α and w as specified in (5) and (6), and κ = 85. The threshold-based
criteria are displayed on the left axis and the moment-based criterion on the right
axis. Acceptability is achieved when the risk criterion falls below the corresponding
tolerance bound, namely λ = 0.01 for A(α;λ) and A(α,w;λ), and κ = 85 for Aκ (hori-
zontal dashed lines). The inset plots show the full range of interventions.
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4.1.3. Parameter robustness

This section examines how robust the number of required risk mitigants is to changes in the
parameters defining the threshold-based acceptance sets A(α;λ) and A(α,w;λ). Throughout this
exercise, we keep λ = 0.01 fixed. The previous analysis suggests that small changes in λ, and
for Aκ in κ, do not substantially affect the corresponding mitigation requirements.

In the moderate scenario of Section 4.1.1, consider the single-threshold acceptance set (2)
with α = 0.25 instead of α = 0.22. This alternative impact tolerance level satisfies

wnαn +
n−1∑
i=1

wi(αi − αi+1) ≈ 0.25,

and can therefore be interpreted as a canonical single-threshold analogue of A(α,w;λ) with pa-
rameters (α, w) given in (5) and (6).

However, the number of required risk mitigants under A(0.25;λ) is substantially smaller than
under the baseline calibration A(0.22;λ): only 60 edge hardenings or 7 TPP splits are required to
restore acceptability; see Figure 10. Compared with the baseline calibration, this corresponds
to roughly a fivefold reduction in the number of required edge hardenings and almost halves
the number of required TPP splits.

By contrast, the multi-threshold specification A(α,w;λ) is considerably less sensitive to adjust-
ments of the lower impact tolerance levels. When the lower thresholds are relaxed by considering
values ranging from 18% to 35%, that is, αi = (17 + i)/100 for i = 1, . . . , 18, with weights ad-
justed according to (6), the effect on the number of required risk mitigants is much smaller.
Under this adjusted criterion, the number of required edge hardenings decreases to 100, while
8 TPP splits are still needed to restore acceptability; see Figure 10.
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Figure 10: Risk criteria associated with the single-threshold acceptance set A(α;λ) (blue) and
the multi-threshold acceptance set A(α,w;λ) (orange) as a function of the number
of applied risk mitigants. Edge hardenings are shown on the left and TPP splits
on the right. The parameters are α = 0.25 for the single-threshold criterion and
αi = (17 + i)/100, i = 1, . . . , 18, with weights adjusted according to (6) for the
multi-threshold criterion.

4.1.4. Summary of findings

Comparing the acceptance sets, we observe that the single-threshold acceptance set A(α;λ) and
the multi-threshold acceptance set A(α,w;λ) often lead to very similar protection strategies when
calibrated to be comparable in the baseline scenario (see Section 4.1.2). Contrary to what one
might expect, introducing multiple thresholds does not necessarily translate into substantially
different intervention requirements in the severe stress scenario. This observation is robust across
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alternative parameter specifications not reported in the main text; see the robustness analysis in
Appendix B.4 for two examples. Only the single-shock scenario in Section 4.1.2 reveals clearer
differences between A(α;λ) and A(α,w;λ). In that case, the multi-threshold acceptance set reacts
more strongly to extreme realizations.

Regulation under the moment-based acceptance set Aκ stands out compared to both A(α;λ)
and A(α,w;λ). Across the stress scenarios in Section 4.1.2 and Section 4.1.2, Aκ reacts more
strongly to extreme contagion events while exhibiting a smoother transition towards accept-
ability as interventions increase. This reflects the fact that Aκ evaluates the distribution of
stress-test outcomes through its mean and upper semi-deviation, rather than focusing on the
probability of exceeding one or several predefined impact tolerance levels.

The effectiveness of the intervention types depends strongly on the infection parameters.
While both edge hardenings and TPP splits constitute effective risk mitigants in the moderate
scenario (Section 4.1.1), TPP splits become largely ineffective under more severe stress (Sec-
tion 4.1.2). The reason is that, in the given network, systemic resilience under severe stress
primarily depends on safeguarding inter-community links. This is achieved by edge hardening
measures. From a traditional risk management perspective this finding is somewhat surprising,
since diversification is typically regarded as a canonical risk mitigation strategy.

The pronounced community structure of the cyber map generates substantial variability in the
number of required interventions when the impact tolerance α of the single-threshold acceptance
set A(α;λ) is varied (see Section 4.1.3). This sensitivity is considerably weaker for the multi-
threshold acceptance set A(α,w;λ), while Aκ is relatively insensitive to small changes in the
parameter κ (see Figures 6, 8, 9).

The tolerance bounds used in this case study are fixed exogenously and are not intended to
represent welfare-optimal regulatory choices. A welfare-based calibration would trade off the
social losses associated with residual systemic cyber risk against the economic and regulatory
costs of further intervention. The profiles in Figure 6, for example, display a marked flattening
after approximately 130 edge hardenings, indicating that additional interventions yield progres-
sively smaller reductions in the respective risk criteria. Calibrating the acceptance sets around
this region would increase λ from 0.01 to approximately 0.013 and κ from 85 to approximately
91. While this would reduce the absolute number of required mitigants, the qualitative ranking
of the acceptance sets would remain unchanged in the severe scenario: the moment-based crite-
rion would continue to imply the greatest mitigation demand, followed by the multi-threshold
and single-threshold criteria; see Figure 8 and Figure 9.

4.2. Stress test: third-party provider outage
The outage of a TPP can trigger simultaneous failures among financial institutions relying on its
services and therefore acts as a common risk factor for the financial system. This type of shared
external disruption differs from the self-propagating cyber incidents studied in Section 4.1,
where risk arises predominantly endogenously through contagion mechanisms within the net-
work. Given the network structure described in Section 3, outages propagate only through direct
service dependencies between TPPs and FIs and therefore do not generate cascades across the
network. Instead, disruption dynamics are primarily driven by the concentration of outsourcing
relationships at few third party providers. Cyber risks arising from such shared external vul-
nerabilities, rather than contagion, are sometimes referred to as systematic; see Awiszus et al.
2023 for a detailed discussion.

In this case study, shocks causing outages originate exclusively at TPPs. We model TPP
outages over time, allowing the same TPP to experience multiple outages within the considered
period. The waiting times between outages are independent across TPPs and exponentially
distributed with rate µ, implying an average inter-outage time of 1/µ for each TPP.

An outage of a TPP may affect the financial institutions outsourcing to it. The direction of
risk propagation is therefore inverse to the direction of outsourcing. Accordingly, we employ a
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directed version of the cyber map introduced in Section 3, where edges point from TPPs to the
FIs outsourcing to them.

If a TPP experiences an outage, each of its outsourcing links fails with probability p, in which
case the connected FI is considered affected. An FI is therefore affected if at least one of its
outsourcing relationships is disrupted. It recovers immediately once all of its connected TPPs
have recovered. TPPs themselves recover independently according to exponentially distributed
waiting times with recovery rate γ, implying a mean outage duration of 1/γ.

Following Asensio, Bouveret, and Harris 2022, we first consider a moderate stress scenario
given by µ = 0.0008 and γ = 0.24 per hour. The severe scenario is then obtained by increasing
the outage rate µ fivefold to 0.004, while keeping the remaining parameters unchanged. The
simulation horizon is set to T = 8,640 hours, corresponding to 18 quarters of trading days; see
Footnote 10 in Asensio, Bouveret, and Harris 2022 for details.

The probability p governing the propagation of outages from TPPs to their connected FIs
is assumed to be size-dependent. This reflects the intuition that larger providers typically
implement more sophisticated redundancy mechanisms, making complete disruptions less likely,
whereas smaller providers may have fewer such safeguards. Specifically, we set

• Large-scale providers (serving more than 30% of all FIs): p = 25%,

• Mid-tier providers (serving between 15% and 30% of all FIs): p = 50%,

• Small providers (serving less than 15% of all FIs): p = 75%.

Two types of backup solutions are considered as risk mitigants; see Figure 11. Details on
their implementation are provided in Appendix C.1.

1. Edge backup: The first mitigant is a backup scheme targeting individual edges. For
example, outsourced services may be replicated through dedicated facilities provided by
the regulator. A related concept is the Sheltered Harbor initiative used by U.S. banks
to vault their data (ESRB 2024). In our setting, a backed-up outsourcing relationship
remains operational even if the corresponding TPP experiences an outage, as the affected
FI can switch to a fully secured backup service. We further assume that the regulatory
backup infrastructure itself is immune to outages. Consequently, the outage of the original
TPP no longer propagates along the corresponding edge, effectively removing the associ-
ated risk channel from the network. We refer to this approach as edge backup, which can
be viewed as the structural counterpart to the edge hardenings introduced in the first case
study.

2. TPP backup: The second type of mitigant introduces backup requirements at the level
of TPP nodes, aiming to diversify and decentralize operational risk factors. Comparable
measures have been proposed in the context of multi-cloud outsourcing; see Asensio,
Bouveret, and Harris 2022. Formally, this is modeled by creating duplicates of TPP
nodes. Each duplicate represents a functional replica of the original but is treated as
a distinct entity. An FI outsourcing to such a backed-up TPP is affected only if both
the original node and its duplicate fail simultaneously and the shock propagates along
both edges to the FI. For simplicity, outages and transmission events are assumed to be
independent across the original TPP and its duplicate.

Let IG(t) denote the number of FIs simultaneously affected at time t ∈ [0, T ] in network G.
We define the maximal disruption during the observation period as

IG := max
t∈[0,T ]

IG(t). (7)
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Figure 11: Illustration of the two risk mitigants in the outage scenario. The middle panel
depicts an edge backup, where a single outsourcing relationship is protected by a
backup facility. The right panel depicts a TPP backup, where the service provider is
duplicated and the affected FIs are connected to both the original provider and its
backup.

S(G, α) denotes the event that IG exceeds a fraction α of the total number of FIs. With these
definitions, network acceptability is evaluated under the acceptance sets A(α;λ), A(w,α;λ), and
Aκ introduced in (2), (3), and (4). The simulation-based estimation follows Appendix A.

4.2.1. Results: moderate stress scenario

We adopt the acceptance set parameters from Section 4.1.1, namely α = 0.22, α and w as
specified in (5) and (6), and κ = 85. Figure 12 shows the resulting risk criteria of A(α;λ) (blue)
and A(α,w;λ) (orange) as a function of the number of edge backups.

Under the single-threshold specification A(α;λ), approximately 500 edge backups are required
to secure the network, whereas about 800 backups are required under the multi-threshold ac-
ceptance set A(α,w;λ). Thus, the alignment achieved in the moderate scenario of the first case
study (Section 4.1.1) does not carry over to the present setting: the two acceptance sets now
imply substantially different intervention requirements.

Another notable difference to Section 4.1 concerns the shape of the trajectories. In the
self-propagating cyber incident scenario, the risk criterion under A(α;λ) often exhibited abrupt
drops due to network cascade effects. In the TPP outage scenario, by contrast, the trajectory is
considerably smoother. This reflects the fact that outages propagate only through direct service
dependencies and do not generate contagion cascades across the network.

To match the number of required edge backups implied by A(α,w;λ), the impact tolerance level
in the single-threshold specification must be lowered to α = 0.19, see the purple trajectory in
Figure 12. Even after this adjustment, however, the two trajectories differ substantially: the
risk criterion under A(α,w;λ) exhibits markedly gentler and more stable behavior.

Figure 13 shows the distribution of the maximal disruption IG for the initial network and after
applying 500 and 800 interventions, corresponding to A(α;λ) and A(α,w;λ), respectively. Under
A(α;λ), we already observe a clear improvement: events exceeding the critical 22% threshold
disappear, although a concentration of outcomes around 16% remains. Interventions guided by
A(α,w;λ) further improve the distribution, shifting probability mass towards smaller disruption
levels around 13–15%. In particular, events with 20% or more simultaneously affected FIs are
effectively eliminated.

The behavior of the moment-based acceptance set Aκ differs substantially from that of the
two threshold-based specifications. With κ = 85, the network remains far from the acceptability
region even after 800 edge backups; see Figure 14. To obtain a comparable number of required
interventions as under A(α,w;λ), the parameter must be increased to κ = 140.

Finally, we consider TPP backups as an alternative risk mitigation strategy. Table 4 presents
the corresponding risk criteria for the initial thresholds α = 0.22 in (2), (3) with thresholds (5)
and weights (6), and (4) with κ = 85. Under the single-threshold acceptance set A(α;λ), four du-
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Figure 12: Risk criteria as a function of the number of applied edge backups for the single-
threshold acceptance sets A(0.22;λ) (blue) and A(0.19;λ) (purple), as well as the multi-
threshold acceptance set A(α,w;λ) (orange) in the moderate scenario. The parameters
are λ = 0.01, and α and w are specified in (5) and (6). The horizontal dashed line
indicates the regulator’s tolerance bound.

0 5 10 15 20 25 30
Relative maximal outage size (%)

0.000

0.005

0.010

0.015

0.020

0.025

0.030

Re
la

tiv
e 

fre
qu

en
cy

Initial network
500 edge backups
800 edge backups

Figure 13: Distribution of maximal outage sizes in the moderate scenario for the initial network,
and after backup of 500 edges and 800 edges.

plications are sufficient to render the network acceptable, whereas six duplications are required
under A(α,w;λ). For Aκ, we require 12 TPP duplications.

Moreover, similarly to the case of edge backups, the acceptance sets A(α;λ) and Aκ can be
calibrated to match A(α,w;λ) by choosing α = 0.19 and κ = 140, respectively.

Table 4: Risk criteria after applying TPP duplication in the moderate scenario. The
threshold-based criteria are parameterized by α = 0.22, and by ᾱ and w̄ as specified
in (5) and (6) The total number of copied edges is also shown.

TPP duplications 1 2 3 4 5 6
A(α;λ) (%) 7.83 5 2.29 0.9 0.4 0.00
A(α,w;λ) (%) 15.02 12.82 10.46 6.52 3.01 0.14
Aκ 186.29 180.78 173.84 164.81 152.45 120.57
Backed-up edges 367 677 985 1,205 1,414 1,616
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Figure 14: Risk criterion of the acceptance set Aκ as a function of edge backups in the moderate
scenario.

4.2.2. Results: severe stress scenario with higher outage rate

In this section we fix the parameters such that all three acceptance sets require the same number
of interventions under the moderate scenario: α = 0.19 for (2), the parameter choices specified
in (5) and (6) for (3), and κ = 140 for (4); see Section 4.2.1. In accordance with the first
case study, we now increase the outage rate to µ = 0.004 to study the sensitivity of resilience
objectives to increased stress, while keeping the recovery rate fixed at γ = 0.24.

As in the first case study, the number of interventions required in the moderate scenario
turns out to be insufficient under more severe stress; see Figure 15. In terms of required edge
backups, approximately 1,690 interventions are needed under A(α;λ). This number increases to
about 1,770 under A(α,w;λ) and to about 1,800 under Aκ. Thus, the moment-based acceptance
set Aκ again exhibits the strongest sensitivity to increased stress.

Compared with the first case study in Section 4.1, however, this effect is somewhat less pro-
nounced: relative to A(α;λ), the additional number of interventions required under Aκ amounts
to approximately 6.5%. At the same time, in contrast to the contagious cyber scenario con-
sidered in the first case study, the difference between the single-threshold and multi-threshold
acceptance sets, A(α;λ) and A(α,w;λ), is now more substantial, with the latter requiring about
4.7% more edge backups.

We find similar results for the number of TPP copies where 10 TPP backups are now needed
for A(α;λ) and 12 backups for A(α,w;λ) and Aκ; see Table 5.

Table 5: Risk criteria after applying TPP duplication in the severe scenario. The
threshold-based criteria are parameterized by α = 0.19, and by ᾱ and w̄ as specified
in (5) and (6). The number of copied edges is also shown.

TPP duplications 9 10 11 12
A(α;λ) (%) 4.05 0.75 0.45 0.16
A(α,w;λ) (%) 4.41 1.62 1.05 0.43
Aκ 158.11 147.42 143.51 136.18
Backed-up edges 1,860 1,920 1,977 2,034

4.2.3. Summary of findings for outage of service providers stress test

Calibration of resilience objectives is not robust across cyber stress scenarios. This finding
does not contradict the smoother behavior of the moment-based objective observed in the
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Figure 15: Risk criteria associated with the acceptance sets A(α;λ) (blue), A(α,w;λ) (orange),
and Aκ (green) as a function of the number of applied edge backups under severe
stress. The threshold-based criteria are shown on the left axis and the moment-
based criterion on the right axis. The parameters are λ = 0.01, α = 0.19, α and
w as specified in (5) and (6), and κ = 140. The main panel displays the range in
which the acceptance thresholds are reached, while the inset shows the full range
of interventions. Acceptability is achieved when the corresponding risk criterion
falls below λ = 0.01 for the threshold-based acceptance sets and κ = 140 for Aκ

(horizontal dashed lines).

contagion scenario. Rather, it shows that distribution-based objectives reduce sensitivity to
individual impact tolerance levels, but they do not eliminate the need for scenario-specific
calibration. In particular, changing the underlying cyber threat from malware propagation to
service-provider outages alters the distribution of stress-test outcomes and therefore affects all
acceptance-set specifications. This becomes apparent in the service-provider outage scenario:
the parameters chosen to imply comparable regulatory stringency in the baseline contagion
scenario of Section 4.1.1 lead to substantially different intervention requirements across the
acceptance sets.

Both risk mitigation types applied in this case study efficiently secure the network. However,
they differ fundamentally in their structural implications. Edge backups are closely related
to the edge hardening measures introduced in Section 4.1, as they secure individual service
dependencies by effectively removing them as channels for risk transmission. By contrast, TPP
duplication increases connectivity by adding parallel service relationships. As such, this type
of intervention is structurally opposite to the connectivity-reducing measures suggested by the
contagion-based stress test in Section 4.1.

This difference has important consequences: Consider the network secured against TPP out-
ages by two or six TPP backups, and evaluate its resilience against cyber contagion in the mod-
erate contagion scenario from Section 4.1. The distribution of outbreak sizes shifts markedly
towards larger events (Figure 16). In particular, tail risks increase substantially, with large-
scale incidents affecting more than 50% of FIs becoming possible. Accordingly, all risk criteria
deteriorate significantly (Table 6). This highlights that risk mitigants improving operational
redundancy may, under contagion dynamics, amplify systemic risk by increasing network con-
nectivity.

5. Conclusion
In this paper, we develop a decision-making framework for systemic cyber risk mitigation that
combines stress-test-based resilience objectives with pre-crisis regulatory interventions. We
formalize several acceptance sets reflecting current regulatory discussions on resilience objectives
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Figure 16: Distribution of relative outbreak sizes in the moderate contagion scenario from Sec-
tion 4.1 for the initial network and after duplicating the two and six largest TPPs.

Table 6: Risk criteria under the moderate contagion scenario from Section 4.1 for
the initial network and after duplicating the two or six largest TPPs. The
threshold-based criteria are parameterized by α = 0.22, and by ᾱ and w̄ as specified
in (5) and (6).

TPP duplications 0 2 6
A(α;λ) (%) 4.32 13.49 26.09
A(α,w;λ) (%) 3.54 10.41 22.16
Aκ 116.69 161.66 218

and study the interplay of different acceptance-set designs and intervention strategies.
A key insight concerns the design and calibration of resilience objectives. The choice of

acceptance sets and their parameterization has a decisive influence on the resulting protection
strategy. Acceptance sets calibrated to yield comparable intervention levels in one scenario may
lead to substantially different outcomes in another.

Across the scenarios considered, the moment-based acceptance set Aκ differs systematically
from the threshold-based specifications. By incorporating information from the distribution of
stress-test outcomes rather than focusing on the probability of breaching one or several prede-
fined impact tolerance levels, Aκ is less sensitive to individual threshold choices and produces
smoother intervention profiles.

Our findings suggest that macroprudential cyber regulation should not rely exclusively on
single-threshold impact tolerances. Such thresholds are useful because they are transparent
and operationally simple, but they may provide unstable guidance when stress-test outcomes
cluster around the chosen threshold or when tail risks shift across scenarios. The high degree of
uncertainty arising from limited data on potential risk scenarios and interconnections, combined
with the rapidly evolving threat landscape—with AI continuously enabling new attack vectors at
an unprecedented pace—may necessitate a resilience criterion that is both robust and sensitive
to tail risks. Distribution-based objectives can complement impact tolerance approaches by
providing a broader assessment.

The case studies also highlight structural differences between regulatory interventions. Un-
like traditional financial regulation, where standardized risk mitigants—typically monetary
requirements—can be applied across a wide range of scenarios, systemic cyber risk regulation
appears to require scenario-specific interventions. In the contagion-driven scenario, effective
measures primarily reduce connectivity between critical parts of the network, thereby limiting
the propagation of cyber shocks. In the service-provider outage scenario, by contrast, risk mit-
igants introduce redundancy in service provision. Therefore, pre-crisis cyber risk management
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cannot rely on a single risk scenario, but has to identify multiple relevant cyber risk scenarios
and corresponding mitigants.

Effective protection strategies for one risk scenario may impair network resilience with respect
to another. Hence, while pre-crisis cyber risk management needs to consider multiple underlying
cyber risk scenarios and corresponding mitigants, the aggregate strategy for protecting the
network against all considered scenarios might require a trade-off between the different objectives
and suggested measures.

Our application is based on a specific, policy-relevant layer of the operational network: out-
sourcing relationships between German retail funds and third-party providers. It allows us to
demonstrate how the proposed framework can be implemented using real-world data and how
regulatory conclusions depend on resilience objectives, stress scenarios, and network structure.

Avenues for future research remain open. A direction is to extend the framework towards
a joint assessment of operational and financial risk. While the present analysis focuses on
operational dependencies and cyber-risk mitigants, macroprudential policy design should take
the welfare implications into consideration. Such an extension would link operational disruptions
to financial losses and compare them with the costs of alternative mitigation strategies. This
would provide regulators with an additional criterion for calibrating resilience objectives and
selecting among competing policy measures. Operationalizing such a cost-benefit perspective
requires more granular information. Multi-layer network approaches combining operational and
financial interconnections therefore constitute a natural next step, similar to work on supply-
chain networks and financial stability (see Tabachová et al. 2024). A further direction is to
aggregate potentially conflicting implications from multiple cyber stress scenarios into a coherent
regulatory policy framework.

Appendix A Estimation of risk criteria from stress test simulations
For the acceptance sets A(α;λ) and A(w,α;λ), the probability pα(G) is estimated using Monte
Carlo simulations of the stress test. To this end, for the first case study (Section 4.1), let I

(j)
G

denote the number of infected financial institutions in network G in simulation run j = 1, . . . , M ,
where M is the total number of replications. In the second case study (Section 4.2), I

(j)
G denotes

the maximum number of financial institutions simultaneously affected by outages over the time
interval [0, T ] in simulation run j. The Monte Carlo estimator of pα(G) is given by

p̂α(G) =
#

{
j

∣∣∣ (I(j)
G /NFI) ≥ α

}
M

. (8)

The assessment of G under the moment-based acceptance set Aκ is based on empirical mo-
ments of IG estimated from the same simulations. The first moment is estimated by

Ê[IG] = 1
M

M∑
j=1

I
(j)
G =

NFI∑
i=0

i
#

{
j

∣∣∣ I
(j)
G = i

}
M

.

Using this estimator, the second (one-sided) centered moment is given by

Ê
[(

IG − Ê[IG]
) 2

+

]
= 1

M

M∑
j=1

(
I

(j)
G − Ê[IG]

) 2
+

=
NFI∑
i=0

(
i − Ê[IG]

) 2
+

#
{

j
∣∣∣ I

(j)
G = i

}
M

.

(9)

In the first case study (Section 4.1), we use M = 500,000 simulation runs, whereas in the
second (Section 4.2), we use M = 100,000. Since the outage model simulates the stochastic
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dynamics of outages and recoveries over the entire time horizon [0, T ], each simulation run
comprises a large number of outage and recovery events. Consequently, stable estimates can be
obtained with substantially fewer Monte Carlo replications, allowing us to reduce the sample
size to M = 100,000.

Appendix B Stress test: self-propagating cyber incident
B.1 Implementation of risk mitigants
We consider two types of topology-based risk mitigants: edge hardenings, which remove struc-
turally critical connections in the network, and TPP splits, which reduce the concentration of
outsourcing relationships at individual providers.

B.1.1 Edge hardenings

The implementation of edge hardening strategies in the simulations proceeds as follows:

1. Start from a given cyber map.

2. Identify and remove the most systemic edge in the network.

3. Use the resulting network as the new input and repeat the procedure until the acceptability
condition is satisfied.

To identify systemic edges we employ the edge betweenness centrality measure, which has
been shown to be effective in identifying structurally critical connections in cyber networks (see
e.g. Awiszus et al. 2024). For an edge e, the edge betweenness centrality is defined as

Cedge(e) =
∑
i,j

σij(e)
σij

, (10)

where σij denotes the total number of shortest paths between nodes i and j, and σij(e) the
number of those paths that pass through edge e. This centrality measure emphasizes the role
of edges as connectors or “bridges” between otherwise weakly connected regions of the network.
Iteratively removing edges with high betweenness centrality is a well-established method for
detecting and separating network communities; see Girvan and Newman 2002.

B.1.2 TPP splits

TPP splitting is applied only to providers with at least two different clients. The splitting of a
TPP node is implemented as follows:

1. Add a new node T̃PP to the network.

2. Order the neighboring nodes of the original TPP according to their degree of connectivity.

3. For each neighbor j with an even rank in this ordering, remove the edge between the TPP
and j and create a new edge between j and T̃PP.

This rule ensures that outsourcing connections are approximately evenly distributed between
the original node and its duplicate, thereby reducing the concentration of dependencies at a
single provider.

We apply a targeted splitting procedure based on the connectivity of TPP nodes. In each
iteration, the TPP with the largest number of connections to financial institutions is selected
for splitting. After each split, node degrees are recalculated. Consequently, newly created nodes
may themselves be split again if their connectivity remains sufficiently high.
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B.2 Stress test parameters for the moderate scenario
The recovery rate γ is interpreted in light of microprudential resilience standards for individual
firms. Regulatory guidance typically requires that critical services be completed on the value
date even under severe but plausible stress, with delays permitted only when necessary to
ensure data integrity and operational safety (see BoE 2023). Within our Markovian framework,
recovery times are assumed to be exponentially distributed with mean 1/γ. We set γ = 2 as a
stylized benchmark corresponding to an average recovery time of 0.5 days. This value is applied
uniformly across all nodes in the network, including TPPs, although actual recovery times may
differ across entities.

Choosing a meaningful infection rate τ is more challenging given the limited empirical evi-
dence on systemic cyber contagion. An exception is Hillairet and Lopez 2021 who, however,
apply a deterministic SIR mean-field model. In our setting, τ governs the strength of con-
tagion along individual operational links. τ = 0.2 represents a moderate infection intensity
(Section 4.1.1). This value is an order of magnitude smaller than the recovery rate γ = 2,
implying that recovery is on average substantially faster than transmission. The resulting dy-
namics correspond to a scenario in which contagion is possible but does not spread explosively
across the network, consistent with the interpretation of the moderate scenario as severe but
still plausible stress. Note that τ = 0.2 is broadly consistent with empirical estimates derived
from the WannaCry incident in Hillairet and Lopez 2021. Indeed, in our model the expected
number of new infections per unit time under homogeneous mixing is given by

τ E[K] I

N
S,

where E[K] denotes the average network degree and N the total number of nodes. Equating
this expression with the mean-field approach in Hillairet and Lopez 2021 yields the approximate
relation

τ = N τmean
E[K] ,

where estimates of τmean and N are reported in Hillairet and Lopez 2021. Using representative
digital-network degrees E[K] ≈ 5 (see Newman 2018) yields values of τ of the order of 0.2. The
parameter choice τ = 0.2 should therefore be interpreted as an order-of-magnitude benchmark
capturing the scale of empirically observed cyber contagion dynamics rather than as a precise
calibration. The choice τ = 1 in Section 4.1.2 is not based on any empirical evidence, but serves
to obtain a more extreme contagion scenario.

B.3 Topology sensitivity of single-threshold acceptance sets
The sensitivity of A(α;λ) to the underlying network topology becomes particularly apparent
when the impact tolerance in (2) is increased to α = 0.5. Because the stress test is initiated
by a single shock, contagion events affecting more than 50% of all financial institutions become
impossible once the largest connected component contains fewer than 50% of the FI nodes.

As shown in Table 7, this condition is achieved by removing only 12 targeted edges, corre-
sponding to approximately 0.3% of all edges in the network. This remarkably small number of
interventions illustrates the extent to which the measured systemic risk depends on the commu-
nity structure of the network. In particular, the removal of the twelfth edge causes the largest
connected component to shrink by almost one half; see also Figure 17.

B.4 Robustness Analysis
To assess the robustness of the comparison between the two threshold-based acceptance sets, we
consider two alternative parameter specifications. Figures 18 and 19 report the corresponding
risk criteria under the moderate and severe stress scenarios.
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Table 7: Critical transition for the acceptance set A(0.5;λ). Reported are the values of the
risk criterion and the size of the largest connected component after 11, 12, and 13 edge
hardenings in the rapid-contagion scenario with a single initial infection.

Number of edges deleted 11 12 13

P[S(G, 0.5)] (%) 15.16 0.00 0.00
Largest component size 0.80 0.46 0.45

Figure 17: Largest connected component of the network after deleting 11 (left) and 12 (right)
edges with highest betweenness centrality. Edges outside the largest component are
omitted. The deletion of the 12th edge (marked in red on the left) leads to a drastic
reduction in component size.

Appendix C Stress test: service provider outage
C.1 Implementation of risk mitigants
In this scenario, the network is protected through backups of outsourced services, allowing
operations to be restored in the event of an outage. Following Asensio, Bouveret, and Harris
2022, we assume perfect portability: if a TPP node fails, financial institutions can immediately
switch to the backup connection. In practice, switching may involve frictions or delays, but due
to the lack of reliable data on switching times, this aspect is not modeled here and is left for
future research.

C.1.1 Edge backups

We target TPPs with the largest number of outsourcing relationships and establish edge back-
ups for selected relationships. The procedure follows a stepwise greedy heuristic. Although this
approach does not guarantee an optimal solution, it systematically targets the most exposed in-
stitutions first and remains feasible under realistic regulatory information constraints. Random
selection is used whenever several outsourcing relationships are structurally equivalent, which
frequently occurs in the bipartite network structure considered in this study.

The underlying dataset contains information on the type of outsourced service associated
with each outsourcing relationship. This information is used solely to implement the backup
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Figure 18: Risk criteria of A(α;λ) (blue) and A(α,w;λ) (orange) as a function of edge hardenings.
Moderate scenario (left) and severe scenario (right). Parameters: α = 0.27, thresh-
olds α from 20% to 40%.
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Figure 19: Risk criteria of A(α;λ) (blue) and A(α,w;λ) (orange) as a function of edge hardenings.
Moderate scenario (left) and severe scenario (right). Parameters: α = 0.18, thresh-
olds α from 10% to 40%.

strategy. We assume that outsourcing relationships belonging to different service categories can-
not share the same regulatory backup facility due to technical and operational requirements.
Consequently, multiple relationships of the same category may be assigned to a common backup
facility, whereas different categories require separate facilities. Beyond this implementation de-
tail, service categories are not considered further, as the analysis focuses on aggregate network
resilience rather than service-specific vulnerabilities and avoids unnecessarily disclosing poten-
tially sensitive information on the distribution of critical outsourcing services. To partially
reflect costs C, the algorithm prioritizes outsourcing relationships that can be assigned to an
already existing regulatory backup facility before creating a new one.

1. Step 1: Initialize. Initially, all outsourcing categories are eligible for regulatory interven-
tion, and no regulatory backup facilities exist.

2. Step 2: Identify a critical TPP. Select the TPP node i with the largest number of unse-
cured outsourcing relationships.

3. Step 3: Identify candidate relationships.
a) Let Ei denote the set of unsecured outsourcing relationships associated with TPP i.
b) For each relationship (i, j) ∈ Ei, determine the number of unsecured outsourcing

relationships associated with FI j.
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c) Define Êi ⊆ Ei as the subset of relationships whose associated FI has the largest
number of unsecured outsourcing relationships.

4. Step 4: Create an edge backup.
a) If Êi contains relationships whose outsourcing category already has an associated

regulatory backup facility, randomly select one of these relationships and establish
an edge backup using the corresponding facility.

b) Otherwise, randomly select a relationship (i, j) ∈ Êi, let o denote its outsourcing
category, create a regulatory backup facility Ro, and establish an edge backup for
this relationship.

5. Step 5: Repeat. Continue Steps 2–4 until the acceptability condition is satisfied.

C.1.2 TPP copying

We prioritize TPPs with the largest out-degrees, reflecting their systemic importance:

1. Construct a list of all TPPs sorted in descending order by out-degree.

2. Create a copy of the first TPP i on the list.

3. Apply the stress test and check whether the network configuration is acceptable.

4. If acceptable, stop. Otherwise, remove i from the list and proceed with the next TPP.

5. Repeat Steps 2–4 until the acceptability criterion is satisfied.

Multiple copies of the same TPP are not allowed. Unlike node splitting, copying does not
reduce the node degree.
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